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Oracle’s Solutions for the Distributed Environment

EXECUTIVE OVERVIEW

As companies grow and expand they are often faced with the challenge of
operating in a disparate environment. Oracle9i Database Release 2 provides a
robust and complete solution that addresses all the needs that may arise when
operating in a distributed environment. It includes communication between
applications/users on the Oracle database using queues, data replication and
distributed data access in both homogeneous and heterogeneous environments.

INTRODUCTION

As companies grow and expand they are faced with the challenge of effectively and
economically operating in a disparate environment. To thrive in today’s dynamic
and fast paced business environment, data sharing and integration is required across
applications and departments.

Oracle9i Database Release 2 provides a robust and complete solution that
addresses all the needs that may arise when operating in a distributed environment.
It includes communication between applications/users on the Oracle database
using queues, data replication and distributed data access in both homogeneous and
heterogeneous environments.

This paper will cover integration of Oracle databases using distributed SQL, Oracle
Streams, which provides a single unified environment for data sharing, including
message queuing and replication, and Oracle Transparent Gateways, which allows
transparent data access to non-Oracle systems from an Oracle environment.

RAPIDLY CHANGING BUSINESS ENVIRONMENT

Let’s use company XYZ as an example to demonstrate today’s rapidly changing
business environment. Company XYZ is a multinational company with sales offices
in all major cities worldwide. Over the years each region has developed its own
information system with customized applications based on different databases.

With this fragmented data model, the company is faced with an enormous
challenge to collaborate and access information across offices. Although each
region can provide an accurate read on its piece of the business, to have a global
and consolidated view of the company as a whole, all the systems, even though
diverse, need to be integrated and work seamlessly.

The company has several sales channels: online via their web site, a direct sales
force, as well as through partners. The company needs to be able to track and fulfill
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orders from all sources including their partners in a timely manner. It is critical that
the company’s web site be available 24 x 7.

Although the company has offices in many countries, the product catalog must be
the same at each office. The catalog information is stored centrally in a database
and has to be disseminated to each office periodically.

Its sales force application requires data to be periodically synchronized between the
central database system and the remote sites, which are often disconnected from
the central database. Members of a sales force must be able to complete
transactions while disconnected from the central database for example place sales
orders, from customer sites.

It is not feasible for the company to replace all the existing diverse applications with
one application, since this would be too costly and disruptive. Even if this would be
possible company XYZ has no control over the applications that its partners use,
thus it still has to operate in an environment with diverse systems.

In order for company XYZ to be successful it has to be able to quickly, efficiently,
and economically access/exchange data with all its offices and partners. This
requires the diverse systems to be integrated and work together seamlessly.
Essentially the company has to operate in a distributed environment.

DISTRIBUTED ENVIRONMENT

A distributed environment is a network of disparate systems that seamlessly
communicate with each other. Each system in the distributed environment is called
a node. The system to which a user is directly connected is called the local system.
Any additional systems accessed by this user are called remote systems.

A distributed environment allows applications to access/exchange data from the
local and remote systems. All the data can be simultaneously accessed and
modified.

While a distributed environment enables increased access to a large amount of data
across a network, it must also hide the location of the data and the complexity of
accessing it across the network.

There are several reasons why a company will be operating in a distributed
environment. Sometimes this happens by choice, for example company XYZ
chooses to exchange data with their partners and sometimes it is simply the state of
affairs that results from corporate mergers and acquisitions.

In order for company XYZ, to operate successfully in its distributed environment,
it essentially has to be able to:

» Exchange data between homogeneous databases
» Exchange data between heterogeneous databases

» Communicate between applications
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» Exchange information with customers, partners, and suppliers

 Replicate between databases

ORACLE TECHNOLOGIES FOR DISTRIBUTED ENVIRONMENTS

As with company XYZ, most companies are faced with the need to integrate many
diverse systems.

Oracle offers a complete and robust solution for global enterprises like company
XYZ. It has solutions to address all the needs that a typical multinational company
might face. These solutions, all part of the Oracle database, provide a highly
reliable, secure and consistent solution for operating in an environment with
disparate systems.

Oracle has great support for communicating between Oracle databases using
distributed SQL, while maintaining location transparency and data integrity. To
address the needs of applications that access non-Oracle system, Oracle offers
Oracle Transparent Gateways and Generic Connectivity. To protect against
failovers and to ensure the availability of critical applications, Oracle Streams can be
used to implement replication. And finally for exchanging information with
customers, partners, and suppliers and coordinating business processes there is
Advanced Queuing, which also leverages the Oracle Streams technology.

Each of the solutions and how they address company XYZ's needs are described in
detail in the sections following.

ORACLE-TO-ORACLE

A homogenous distributed database system is a network of two or more Oracle
databases that reside on one or more machines. An application can simultaneously
access or modify the data in several databases in a single distributed environment.

An Oracle distributed database system can be made transparent to users making it
appear as though it is a single Oracle database. Consequently, developers and users
of the system do not have to deal with complexities that would otherwise make
distributed database application development challenging and detract from user
productivity. Company XYZ, can use this distributed SQL feature to make all its
Oracle databases look like one and thus reduce some of the complexity of the
distributed system.

Oracle uses database links to enable users on one database to access objects in a
remote database. A local user can access a link to a remote database without having
to be a user on the remote database.

Location Transparency

An Oracle distributed database system has features that allow application
developers and administrators to hide the physical location of database objects
from applications and users. Location transparency exists when a user can
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universally refer to a database object such as a table, regardless of the node to
which an application connects. Location transparency has several benefits,
including the following:

» Access to remote data is simple, because database users do not need to know
the physical location of database objects.

» Administrators can move database objects with no impact on end-users or
existing database applications. Typically, administrators and developers use
synonyms to establish location transparency for the tables and supporting
objects in an application schema. For example, the following statements
create synonyms in a database for tables in another, remote database.

CREATE PUBLIC SYNONYM emp

FOR scott.emp@sales.us.americas.acme_auto.com

CREATE PUBLIC SYNONYM dept

FOR scott.dept@sales.us.americas.acme_auto.com

Now, rather than accessing the remote tables with a query such as:
SELECT ename, dname

FROM scott.emp@sales.us.americas.acme_auto.com e,
scott.dept@sales.us.americas.acme_auto.com d

WHERE e.deptno = d.deptno;

An application can issue a much simpler query that does not have to account for
the location of the remote tables.

SELECT ename, dname
FROM emp e, dept d
WHERE e.deptno = d.deptno;

In addition to synonyms, developers can also use views and stored procedures to
establish location transparency for applications that work in a distributed database
system.

SQL and COMMIT Transparency

Oracle’s distributed database architecture also provides query, update, and
transaction transparency. For example, standard SQL statements such as SELECT,
INSERT, UPDATE, and DELETE work just as they do in a non-distributed
database environment. Additionally, applications control transactions using the
standard SQL statements COMMIT, SAVEPOINT, and ROLLBACK

Unlike a transaction on a local database, a distributed transaction involves altering
data on multiple databases. Consequently, distributed transaction processing is
more complicated, because Oracle must coordinate the committing or rolling back
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of the changes in a transaction as a self-contained unit. In other words, the entire
transaction commits, or the entire transaction rolls back. Oracle ensures the
integrity of data in a distributed transaction using the two-phase commit
mechanism. In the prepare phase, the initiating node in the transaction tasks the
other participating nodes to promise to commit or roll back the transaction. During
the commit phase, the initiating node asks all participating nodes to commit the
transaction. If this outcome is not possible, then all nodes are asked to roll back.

All participating nodes in a distributed transaction should perform the same action:
they should either all commit or all perform a rollback of the transaction. Oracle
automatically controls and monitors the commit or rollback of a distributed
transaction and maintains the integrity of the global database (the collection of
databases participating in the transaction) using the two-phase commit mechanism.
This mechanism is completely transparent, requiring no complex programming or
other special operations to provide distributed transaction control.

Distributed Query Optimization

Distributed query optimization is an Oracle feature that reduces the amount of data
transfer required between sites when a transaction retrieves data from remote tables
referenced in a distributed SQL statement. Distributed query optimization uses
Oracle’s cost-based optimization to find or generate SQL expressions that extract
only the necessary data from remote tables, process that data at a remote site or
sometimes at the local site, and send the results to the local site for final processing.
This operation reduces the amount of required data transfer when compared to the
time it takes to transfer all the table data to the local site for processing. Using
various cost-based optimizer hints such as DRIVING_SITE, NO_MERGE, and
INDEX, you can control where Oracle processes the data and how it accesses the
data.

HETEROGENEOUS DATA ACCESS

As seen with company XYZ, many companies are faced with the challenge to
integrate data residing in disparate systems. Heterogeneous data access is a problem
that affects a lot of companies. Many of them, like company XYZ, run several
different database systems. Each of these systems stores data and has a set of
applications that run against it. Consolidation of this data in one database system is
often hard - in large part due to the fact that many of the applications that run
against one database may not have an equivalent that runs against another. Until
such time as migration to one consolidated database system is made feasible, it is
necessary for the various heterogeneous database systems to interoperate. The
challenge is to quickly, efficiently, and economically deploy data that may exist on
many disparate systems through a single application, providing a comprehensive
view of the data, regardless of the database or operating system. Oracle offers two
connectivity solutions that will enable company XYZ to seamlessly integrate the
different systems and provide a consolidated view of the company as a whole. They
are: Generic Connectivity and Oracle Transparent Gateways.
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Heterogeneous Transparency

Both Generic Connectivity and Oracle Transparent Gateways provide the ability to
transparently access data in non-Oracle systems from an Oracle environment. As
with an Oracle distributed database environment, location transparency can be
extended to objects residing in non-Oracle systems as well. Therefore users can
create synonyms for the objects in the non-Oracle and refer to them without
having to specify its physical location. This transparency eliminates the need for
application developers to customize their applications to access data from different
non-Oracle systems, thus decreasing development efforts and increasing the
mobility of the application. Instead of requiring applications to interoperate with
non-Oracle systems using their native interfaces (which can result in intensive
application-side processing), applications can be built upon a consistent Oracle
interface for both Oracle and non-Oracle systems.

Consider the scenario where a customer uses Oracle Transparent Gateways to
access heterogeneously stored data with the plan to migrate the heterogeneous data
to an Oracle system. If a database application is developed to interoperate with
both an Oracle and a non-Oracle system using their native interfaces, once the
migration to a homogeneous Oracle environment is complete, the database
application would need to be altered to operate in that environment.

Connecting Disparate Systems

Although the user interfaces for different non-Oracle systems based on SQL
standards may appear to work identically, there may be subtle (and not so subtle)
differences between these non-Oracle systems. These differences may prevent the
disparate systems from interoperating effectively.

For smooth interoperability between disparate systems, SQL translations, data
dictionary translations and data type translations are required, even if the non-
Oracle systems are based on SQL standards. Both Generic Connectivity and Oracle
Transparent Gateways have the ability to translate one system's dialect to another.

Heterogeneous Connectivity Process Architecture

Gateway technology is composed of two parts: a component that has the generic
technology to connect to a non-Oracle system, which is common to all the non-
Oracle systems, called Heterogeneous Services (HS) and a component that is target
specific, called an Agent. Heterogeneous Services in conjunction with the Agent
enables transparent access to non-Oracle systems from an Oracle environment.

Heterogeneous Services(HS)

Heterogeneous Services provides the generic technology for connecting to non-
Oracle systems and is the processing power of both solutions. Generic
Connectivity and Oracle Transparent Gateways are based on Heterogeneous
Services. As an integrated component of the database, Heterogeneous Services can
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exploit features of the database, such as the powerful SQL parsing and distributed
optimization capabilities.

Heterogeneous Services extends the Oracle SQL engine to recognize the SQL and
procedural capabilities of the remote non-Oracle system and the mappings required
to obtain necessary data dictionary information. Heterogeneous Services provides
two types of translations: the ability to translate Oracle SQL into the proper dialect
of the non-Oracle system as well as data dictionary translations, which display the
metadata of the non-Oracle system in the local format. For situations where no
translations are available, native SQL can be issued to the non-Oracle system using
the pass-through feature of Heterogeneous Services.

Heterogeneous Services also makes it possible for non-Oracle systems to be
integrated into Oracle database server transactions and sessions. When a non-
Oracle system is accessed for the first time over a database link within an Oracle
user session, an authenticated session in the non-Oracle system is transparently set
up. At the end of the Oracle user session, the authenticated session in the non-
Oracle database system is transparently closed. Additionally, one or more non-
Oracle systems can participate in an Oracle distributed transaction. When an
application commits a transaction, Oracle’s two-phase commit protocol accesses
the non-Oracle database system to coordinate transparently the distributed
transaction. Even in those cases where the non-Oracle system does not support all
aspects of Oracle two-phase commit protocol, Oracle can (with some limitations)
support distributed transactions with the non-Oracle system.

The pass-through SQL feature of HS provides the facility to issue native SQL
directly against a non-Oracle system without being interpreted. This flexibility
enables you to execute functions or procedures on the non-Oracle system that are
not supported by the Oracle Transparent Gateway.

Agent

An agent is the process through which an Oracle server connects to a non-Oracle
system. The agent process consists of two components. These are agent generic
code and a non-Oracle system-specific driver. An agent exists primarily to isolate
the Oracle database server from third-party code. In order for a process to access
the non-Oracle system, the non-Oracle system client libraries have to be linked into
it. In the absence of the agent process, these libraries would have to be directly
linked into the Oracle database and problems in this code could cause the Oracle
server to go down. Having an agent process isolates the Oracle server from any
problems in third-party code so that even if a fatal error takes place, only the agent
process will end.

An agent can reside on the same machine as the non-Oracle system, the same
machine as the Oracle server, or on a stand-alone system.

The capabilities, SQL mappings, datatype conversions, and interface to the remote
non-Oracle system are contained in the Agent. The agent interacts with
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Heterogeneous Services to provide the transparent connectivity between Oracle
and non-Oracle systems. There are two types of agents: HS agents and Transparent
Gateway agents.

There are two types of HS agents: HS ODBC, which uses an OBDC driver to talk
with the non-Oracle system, and HS OLEDB, which uses an OLEDB driver. HS
agents are part of Oracle9i, so they are installed by default. Generic Connectivity
uses these agents to connect to the non-Oracle systems.

Transparent Gateway agents are part of Oracle9i, however they are licensed
separately. Unlike the HS agents, which have to be on the same machine as the
Oracle database, the Transparent Gateway agents can be installed on any machine.
They can be on the same machine as the Oracle database or on the same machine
as the non-Oracle system or on a third machine as a stand-alone. Each
configuration has its advantages and disadvantages. The issues to consider when
determining where to install these agents are network traffic, operating system
platform availability, hardware resources and storage. Oracle Transparent Gateways
use these agents to connect to the non-Oracle systems.

Generic Connectivity

Generic Connectivity is a feature of Oracle9i. It is a generic solution that uses an
ODBC or OLEDB driver to access any ODBC or OLEDB compliant non-Oracle
system. It addresses the needs of data access to many data stores for which Oracle
does not have a gateway solution. This feature enables transparent connectivity
using industry standards such as ODBC and OLEDB. Generic connectivity makes
it possible to access low-end data stores such as Foxpro, Access, dBase and non-
relational targets like Excel.

Oracle Transparent Gateways

In contrast to Generic Connectivity, which is a generic solution, Oracle
Transparent Gateways are tailored solutions, specifically coded for the non-Oracle
system. They provide an optimized solution, with more functionality and better
performance than Generic Connectivity. Generic Connectivity relies on industry
standards, whereas Oracle Transparent Gateways accesses the non-Oracle systems
using their native interface. The Transparent Gateways are also end-to-end
certified. Oracle has Transparent Gateways to many sources, Sybase, DB2,
Informix, Microsoft SQL Server, Ingres, Teradata, to name a few.

INFORMATION SHARING

As company XYZ grows and expands, it becomes increasingly important for XYZ
to be able to share information among multiple databases and applications.
Traditionally, company XYZ may have selected from among a variety of
information sharing technologies, each aimed at solving a specific business
problem. While these targeted solutions may have initially appeared easier to use
and implement, they fail to deliver once the needs of the company grow beyond the
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capabilities of the simple targeted solution. Suddenly, developers must implement
multiple tools to build a solution, and complexity grows exponentially.

Company XYZ needs to integrate data from a wide variety of sources. They need
to share OLTP updates, database events, and application messages, as customers
place orders online, through the sales force, or even with a partner. This
information will need to be routed to a variety of destinations including
heterogeneous replicated databases, message queuing systems, data warehouse
staging areas, operational data stores, other applications, and a standby database.

ORACLE STREAMS

At the heart of any integration is the sharing of data among various applications in
the enterprise. With Oracle9i Database Release 2, Oracle introduces a new
information-sharing feature, Oracle Streams. Oracle Streams enables the
propagation and management of data, transactions and events in a data stream
either within a database, or from one database to another. The stream routes
published information to subscribed destinations. The result is a new feature that
provides greater functionality and flexibility than traditional solutions for capturing
and managing events, and sharing the events with other databases and applications.
As users' needs change, they can simply implement a new capability of Oracle
Streams, without sacrificing existing capabilities.

Oracle Streams provides a set of elements that allows users to control what
information is put into a stream, how the stream flows or is routed from node to
node, what happens to events in the stream as they flow into each node, and how
the stream terminates. By specifying the configuration of the elements acting on the
stream, a user can address specific requirements, such as message queuing or data
replication.

MESSAGE QUEUING

Company XYZ faces the challenge of integrating business processes internally and
beyond. Like many other companies, they have developed a variety of autonomous
and distributed applications to automate business processes, and manage business
tasks. However, these applications need to communicate with each other,
coordinating business processes and tasks in a consistent manner. They also need
to efficiently exchange information with customers, partners, and suppliers over
low-cost channels such as the Internet, while preserving a traceable history of
events—a requirement previously satisfied through now obsolete paper forms.

For loose application coupling, such as that required by company XYZ, Oracle
offers Advanced Queuing, which is built on top of the flexible Oracle Streams
infrastructure. Oracle Advanced Queuing provides a unified framework for
processing events. Events generated via applications, via workflow, or implicitly
captured from redo logs or via database triggers can be captured in a queue. These
events can be consumed in a variety of ways. They can be automatically applied via
a user-defined function or database table operation, can be explicitly dequeued, or a
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notification can be sent to the consuming application. These events can be
transformed at any stage. If the consuming application is on a different database,
then the events are automatically propagated to the appropriate database.
Operations on these events can be automatically audited and the history can be
retained for the user-specified duration.

Oracle Advanced Queuing Functionality

Beyond database integration, Oracle Advanced Queuing provides many additional
features that make it the most robust and the most feature rich message queuing
system. These features improve developer productivity and reduce the operational
burden on administrators, reducing the cost of building and maintaining Oracle9i-
based distributed applications. These features are described in the following
sections.

Asynchronous Application Integration

Oracle Advanced Queuing provides asynchronous integration of distributed
applications. It offers multiple ways of enqueuing messages. The messages can be
implicitly captured from redo logs, or messages can be explicitly enqueued.
Messages can be enqueued with delay and expiration. Delay allows enqueuing a
message to be visible at a later date.

Advanced Queuing also supports multiple ways to order messages before
consumption. It supports first-in first-out ordering and priority-based ordering of
messages.

Advanced Queuing also offers multiple ways to consume a message. Automatic
apply allows users to invoke a user-specified action for the message. Consuming
applications can explicitly dequeue a message. Both blocking and non-blocking
dequeue is supported. The consuming applications can choose to receive
notifications either procedurally using PL/SQL, OCI, or Java callback functions.
Alternatively they can get notifications in an e-mail or by HTTP Post. Consuming
applications can also choose to perform automatic apply.

Extensible Integration Architecture

Oracle Advanced Queuing offers an extensible framework for developing and
integrating distributed applications. Many applications are integrated via a
distributed hub and spoke model with the Oracle server as the hub. The distributed
applications on an Oracle database communicate via queues in the same Oracle
server database hub. Oracle’s extensible framework allows multiple applications to
share the same queue, eliminating the need to add additional queues to support
additional applications. In addition, Advanced Queuing supports multi-consumer
queues, where a single message can be consumed by multiple applications. As
additional applications are added, these applications can coordinate business
transactions using the same queues and even the same messages in the Oracle
server hub. It offers the benefits of extensibility without losing guaranteed once and
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only once delivery of a message. Advanced Queuing supports a content-based
publish and subscribe model, where applications publish messages and consumers
subscribe to the messages without knowledge of the publishing application. With
such a model, it is possible to add consuming applications to a hub with no change
required to existing applications.

If the distributed applications are running on different Oracle databases, business
communications can be automatically propagated to the appropriate Oracle
database. The propagation is automatically managed by the Oracle Advanced
Queuing system, and is transparent to the application.

Heterogeneous Application Integration

Traditionally different communicating applications had to decide on a common
data model for communication. This data model was further restricted by the
limited data type support of the message-oriented middleware. Oracle Advanced
Queuing supports AnyData queues that can store messages of multiple data types.
Advanced Queuing provides applications with the full power of the Oracle type
system. It includes support for scalar data types such as Number, Date, Varchar,
etc., Oracle object types with inheritance, XMLType with additional operators for
XML data, and AnyData support. In particular, with XMLType type support,
application developers can make use of the full power of XML for extensibility and
flexibility in business communications.

Oracle Advanced Queuing also offers transformation capabilities. Applications with
different data models can transform the messages while dequeuing or enqueuing
the messages to or from their own data model. These transformation mappings are
defined as SQL expressions, which can involve PL/SQL functions, Java functions,
or external C callouts.

Legacy Application Integration

Message Gateway functionality of Oracle integrates Oracle database applications
with other message queuing systems such as Websphere MQ (formerly called MQ
Series) and Tibco. Since many legacy applications on mainframes communicate
with Websphere MQ, there is a need for integrating these applications into an
Oracle environment. The message gateway makes non-Oracle message queues
appear as if they were Oracle queues, and automatically propagates messages
between Oracle queues and Websphere MQ or Tibco queues.

Internet-ready and E-business Enabled

Distributed applications spanning multiple partners can coordinate using the
Internet access features of Oracle Advanced Queuing. Using these features, a
business partner or application can securely place an order into an advanced
queuing queue over the Internet. Only authorized and authenticated business
partners will be allowed to perform these operations. Advanced queuing Internet
operations utilize an XML-based protocol over Internet transports such as
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HTTP(S) and SMTP, allowing messages to flow through firewalls without
compromising security. Supporting the Internet for communications drastically
reduces the cost of communications, and thus the cost of the entire solution.

Standard-based API Support

Oracle Advanced Queuing supports industry-standard APIs - SQL, JMS, and
SOAP. Database changes made using SQL are automatically captured as messages.
Similarly, the distributed messages and database changes can be applied to database
tables, which can be seen using SQL. The messages can be enqueued and dequeued
using industry-standard JMS. Advanced queuing also has a SOAP-based XML API
to enqueue and dequeue messages.

Unique Database-Integrated Benefits

Most business communications demand security, reliability, and high availability.
Since these are inherent traits of the Oracle9i platform, they are likewise traits of
Oracle Advanced Queuing. In addition, providing Advanced Queuing with the

database offers the following benefits:

Free and Integrated: There is no additional software to purchase, no
additional software to install, and no additional software to maintain.

Faster Development: The database and the message queuing system
share the same operational model—same data types, same security
model and same transactional model. Additionally, Advanced Queuing
provides automatic capture and apply of database changes, reducing the
amount of coding required.

Simplified Platform Management: A single, graphical tool - Oracle
Enterprise Manager - manages database tables, message queues,
automatic capture, and automatic apply.

Single Repository of Information: Oracle stores both user and queue
information in a single place, eliminating the time-consuming
maintenance of redundant information.

Enhanced Business Intelligence: Advanced Queuing offers built-in
functionality to permanently record business interactions for the
desired duration in a transactional manner. Oracle includes a rich set of
tools that can be used to query this warehouse of business interactions
to extract intelligence on improving business processes and practices.

Superior Development Tools: Oracle JDeveloper can send and retrieve
messages to and from Advanced Queuing queues using the industry
standard Java Message Services (JMS) API.
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DATA REPLICATION

Replication provides a solution to the scalability, availability, and performance
issues facing company XYZ. To address Company XYZ's requirement of
periodically disseminating its product catalog to its regional offices and to enable its
sales force to place orders from customer sites, Oracle offers a replication type
referred to as materialized view replication A materialized view contains a complete
or partial copy of a table from a single point in time.

Replication can also improve the performance of company XYZ'’s web site. By
locally replicating remote tables that are frequently queried by local users, for
example, the inventory table, the amount of data going across the network is greatly
reduced. By having the local users access the local copies instead of one central
copy, the distributed database does not need to send information across a network
repeatedly, thus helping to maximize the performance of the database application.
Multiple copies of a table can be kept in synch using Oracle Streams replication.

Oracle Streams Replication

Oracle Streams is new information sharing technology that automatically
determines what information is relevant and shares that information with those
who need it. This active sharing of information includes capturing and managing
events in the database including, data changes via Database Manipulation Language
(DML), and propagating those events to other databases and applications. Data
changes can be applied directly to the replica database, or can call a user-defined
procedure to perform alternative work at the destination database, for example,
populate a staging table used to load a data warehouse.

The basic elements of the Oracle Streams technology used in replication
environments include the following:

o Capture
e Staging/Propagation
* Apply

Capturing DML and DDL Changes

Configuring Streams for replication begins with specifying the object to be
replicated. Using the implicit capture mechanism of Oracle Streams, changes
made to these objects can be efficiently captured and replicated to one or more
remote systems with little impact to the originating system. This capture
mechanism extracts both data changes (DML) and structure changes (DDL)
from the redo log and publishes these updates to the staging area.

Log-based capture leverages the fact that changes made to tables are logged in the
redo log to guarantee recoverability in the event of a crash or media failure.
Capturing changes directly from the redo log files minimizes the overhead on the
system. Oracle can read, analyze, and interpret redo information, which contains
information about the history of activity on a database. Oracle Streams can mine
the information and deliver change data to the capture process. Oracle Streams
supports hot mining of the active redo log, as well as mining archived log files. In
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the case of hot mining, the redo stream is mined for change data at the same time it
is written to the active redo log, reducing the latency of capture.

Replicated databases utilizing Oracle Streams technology need not be identical.
Participating databases can maintain different data structures using Streams to
transform the data into the appropriate format. Streams provides the ability to
transform the stream at multiple points: during change capture at the source
database, while propagating to another destination, or during application at the
destination site. These transformations are user-defined functions registered within
the Oracle Streams framework that can be used to change the datatype
representation of a particular column in a table, change the name of a column in a
table or change a tablename.

The data at each site can be subsetted based on content as well. For example, the
replica can implement a rule that only the employees for a particular division based
on the department identifier column be contained within the table. Oracle Streams
automatically manages the changes to ensure that the data within the replica
matches the subset rule criteria.

Propagating Changes Over a Directed Network

Captured data is placed in a staging area, which is a queue designed to store and
manage captured events. Subscribers examine the contents of the staging area and
determine whether or not they have an interest in the message representing that
event. A subscriber can either be a user application, another staging area (usually on
another system), or the default apply process.

Events in the staging area in a replication environment can also be sent to staging
areas in other databases. The directed network capability of streams allows changes
to be directed through intermediate databases as a pass-through. Changes at any
database can be published and propagated to or through other databases anywhere
on the network. By using the rules-based publish and subscribe capabilities of the
staging area queues, database administrators can choose which changes are
propagated to each destination database, and can specify the route messages will
traverse on their way to a destination.

Thus company XYZ could configure replication to capture all changes to a
particular schema, propagate only changes to European customers to their
European headquarters in London, apply only those changes relevant to the
London office, and forward site specific information to be applied at each field
office.

This directed network approach is also friendly to Wide Area Networks (WAN),
enabling changes to subsequent destinations to traverse the network once to a
single site for later fan-out to other destinations, rather than sending to each
destination directly.
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Resolving Conflicts and Applying Changes

Messages in a staging area are consumed by the apply engine, where the changes
they represent are applied to a database, or they are consumed by an application.
Oracle Streams includes a flexible apply engine, that allows use of a standard or
custom apply procedure. User-defined custom apply procedures enable total
control over the events to be applied.

Using custom apply, separate procedures can be defined for handling each type of
DML operation (inserts, updates, or deletes) on a table. For example, using this
custom apply capability, a user could write a procedure to skip the apply of all
deletes for the Employee table, for employees with a salary greater than $100,000,
based on a value for the employee in the Salary table. Inserts and updates to the
Employee table would continue to be applied using the default apply engine, as
would deletes for employees with salaries less than $100,000. Custom apply could
also be used to perform custom transformations of data. For example, changes to
one table at the originating site might need to be applied to three different tables at
the remote location.

The remote databases in a replication environment are fully open for read/write,
and need not be identical copies of the source database. Because the remote
database can be updated by other means, the apply mechanism detects conflicts
before changes are applied. These conflicts can also be automatically resolved using
built-in or custom resolution mechanisms.

Heterogeneous Replication

Oracle Streams is an open information sharing solution, supporting heterogeneous
replication between Oracle and non-Oracle systems. Using a transparent gateway,
DML changes initiated at Oracle databases can be applied to non-Oracle platforms.

To implement capture and apply of DML changes from an Oracle source to a non-
Oracle destination, an Oracle system functions as a proxy and executes the apply
engine that would normally be done at an Oracle destination site. The Oracle
system then communicates with the non-Oracle system via a transparent gateway.
The changes are dequeued in an Oracle database itself and the local apply process
applies the changes to a non-Oracle system across a network connection through a
gateway.

Users who want to propagate changes from a non-Oracle database to an Oracle
database write an application to capture the changes made to the non-Oracle
database. The application can capture the changes by reading from transaction logs
or by using triggers. The application is then responsible for assembling and
ordering these changes into transactions, converting them into the Oracle defined
Logical Change Record format, and publishing them into the target Oracle database
staging area.
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Multimaster Replication

Oracle9i also includes Advanced Replication. This is a powerful replication feature
first introduced in Oracle?7. Oracle Advanced Replication supports near real-time
data propagation between n-way connected sites, or masters. This form of multiple
master site, or multimaster, replication supports full table, peer-to-peer replication
between updateable, master tables. Advanced Replication is useful for replicating
objects between Oracle9i Database and older versions of the Oracle Server (that do
not support Oracle Streams-based Replication). If necessary, for example, when
interoperating with an older version of the Oracle Server, a single database can
participate as both an n-way master site, as well as a Streams-based replication site.

Updateable Materialized View Replication

Oracle Streams is fully inter-operational with materialized views, or snapshots,
which can be used to maintain updateable or read-only, point-in-time copies of
data. They can be defined to contain a full copy of a table or a defined subset of the
rows in the master table that satisfy a value-based selection criterion. There can be
multi-tier materialized views as well, where one materialized view is a subset of
another materialized view. Materialized views are periodically updated, or refreshed,
from their associated master tables through transactionally consistent batch
updates.

Read-only materialized views can be used for company XYZ to periodically
propagate the updated product catalog to the various sales offices, since the
product catalog will only be updated at the headquarters location.

Because materialized views do not require a dedicated connection, they are ideal for
disconnected computing. For example, company XYZ might choose to use
updateable materialized views for the members of their salesforce. A salesperson
could enter orders into his or her laptop throughout the day, then simply dial up
the regional sales office at the end of the day to upload these changes and
download any updates.

COMPLEX CONFIGURATIONS

Customers can utilize the full power of Oracle Streams, along with Oracle
Transparent Gateways, to create configurations that seemingly span multiple
markets, enabling new classes of applications. In addition, all deployments and their
associated meta-data are compatible. For example, a replication installation can
easily be extended to load a data warehouse or enable bi-directional replication—a
complete reconfiguration is not required.

We've already seen that company XYZ can use Oracle Streams to maintain multiple
copies of their corporate website for improved availability, scalability and
performance. Let’s look at some common additional requirements. These
requirements include a reporting database containing the most current information
for the analysts in the company headquarters office in New York to perform ad-
hoc querying as well as a disaster recovery database separately maintained from
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their New York office. Additionally, updateable materialized views are used to
support the field sales staff. A final requirement is to share data with existing
applications that are hosted on a Sybase database.

Oracle Distributed Solutions Usage Example
Oracle Streams is used to replicate data in an N-way configuration consisting of
three regional sites: New York, London, and Tokyo. At each of these sites, Streams
log-based capture will capture any changes that occur for subscribed tables in each
local region, and will stage them locally in the queue. All changes captured in each
region will be then forwarded to each of the other region's databases with the goal
that all changes made at each site will be reflected at every other site, providing
complete data for the subscribed objects throughout the world.

Since the updates will be automatically applied when received at each regional
database, the Oracle Streams default apply engine is used to apply the changes. As
updates are applied, Oracle Streams checks for conflicts, and resolves any conflicts
that are detected. Streams can also be used to exchange data for particular tables
with non-Oracle databases. Utilizing the Oracle Transparent Gateway for Sybase,
the streams apply engine will apply the changes to a Sybase database using the same
mechanisms as it does for Oracle databases.

The databases for reporting and disaster recovery are hosted from the New York
database site. The reporting database is a fully functional Oracle database that has a
read-only copy of the relevant application tables. The reporting site will not be
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configured to capture changes on these application tables. Streams will impose no
restrictions on the configuration or usage of this reporting database.

The London site also serves as the master site for several updateable materialized

view sites. Each salesperson receives an updateable copy of just the portion of the
data that he requires. These sites typically only connect once a day to upload their
orders and download any changes since their last refresh.

CONCLUSION

Using company XYZ, as an example it is clear that with today’s rapidly changing
business environment companies must operate in a distributed environment.
Looking at the needs that arise for companies in such situations it is obvious that
Oracle offers a complete and robust solution to address each of these needs in a
reliable, and secure environment.

Distributed SQL is used to transparently communicate between the Oracle
databases. Generic Connectivity and Transparent Gateways extend that capability
to non-Oracle systems. Advanced Queuing extends the communication capability
beyond just databases to applications. Additionally the replication capabilities of
Oracle Streams can significantly improve the availability and scalability of these
applications.
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